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The success that Erlang and his (theoretical) descendants achieved in modelling and influencing early telecommunication networks has not been repeated by modellers of current networks.  Perhaps partly this is due to reasons of increased scope and range of problems and rate of change /introduction of new technologies, (though the latter often be mythical!), but perhaps the problem is also caused by not focussing effort at the “right” layers or the right questions.      We argue that it is essential to look at application performance, and to consider stochastic models of demand.  With these caveats, the challenge is to model distributed and dispersed networks and devise distributed management and control strategies.

Current applications running over the Internet mainly use TCP, yet may have very different requirements: for example those of streaming multimedia or software updates are very different.   TCP’s initial control algorithm was informed by some control theoretic ideas, though recent advances have shown that improvements and corrections could be made to the underlying algorithms.  It is interesting to note that recent application of control theory to the problem has made use of old ideas of linear stability, and that the question of dynamic stability or stochastic stability is still not completely wrapped up. There remain interesting open issues on time-scale separations and interactions.

Some have argued that the congestion control problem is a zero-sum game, hence it matters little what control algorithm is chosen.  But apart from questions of instability, this misses the point that it is not necessarily zero-sum for the users –   it is possible to (dramatically) improve social welfare by discrimination.  The issue is how to do this while still preserving all the benefits of an open / distributed Internet.    As a simple example, even with similar demands (file transfers) it is possible to improve net benefit by giving priority to short file transfers.

Recent work on end-point admission control has shown how certain types of soft-guarantees can be given provided applications co-operate. But why should they?  Monetary-less incentive mechanisms are a challenging research area which is informed by economics.   Ad-hoc networks / wireless meshes and peer-to-peer applications also need to address the issue of incentives..

The growth of peer-to-peer applications has shown once-again that it is users/ applications who shape network traffic rather than raw technologies, and has also breathed new life into the research community.     To what extent is it possible for a (loosely) cooperating sub-community to establish new service with (soft) quality of service guarantees using overlays?      To answer this needs a range of modelling tools- combining stochastic demands and “traditional” performance evaluation tools with elements of graph theory.    

But perhaps the real challenges to the community are first, to use theoretical insights to guide designs rather than analyze post-design, and secondly to pose and answer questions that are long-lived rather than ephemeral.
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